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Abstract. This paper introduces two algorithms (both actually are vari-
ants of a single algorithm)—the First price Upper Bound, FUB, and
Second price Lower Bound, SeLB, algorithms—aimed at serving as sub-
routines in computationally efficient algorithms for combinatorial auc-
tions. The type of combinatorial auctions treated in the paper are the
once where bids are placed on one unit of one or more items at a certain
valuation of the combinatoin. Thus, he problem is to find a combina-
tion of bids that maximizes the total surplus, while the combination
is feasible (i.e. at most one unit per commodity can be requested in the
combination). Consequently, this problem is equivalent to weighted k-set
packing. The FUB algorithm gives an upper bound on the total surplus.
The SeLB algorithm gives 1) an approximate solution (and hence a lower
bound) and 2) a ranking of bids, named the Second Price Surplus (SePS)
rank.
Empirical studies suggests that these algorithms are at least one to two
orders of magnitudes faster than current algorithms for optimal win-
ner determination, for example the algorithms by Sandholm [1] and Fu-
jishima et al. [2]. The studies also show that the approximate solution
often is of very high quality (often within 5% from the optimal solution).
The ranking tends to rank bids such that bids with a high probability
have a high rank—often less than 1% of the search space needs to be
considered in order to find the optimal solution, and combinations with
high surplus are found very early. The main implication of this is that
it seems that FUB and SeLB algorithms can be run before the cur-
rent algorithms in order to drastically improve the anytime performance
(i.e. very rapidly come up with a high quality solution) and significantly
reduce the time required for finding the optimal solution.
Novel algorithms for winner determination based on repeated usage of
FUB and SeLB are currently under evaluation.

1 Main result

The algorithms of this paper establishes two prices which can be used for de-
termining an upper bound as well as an approximate solution (lower bound)
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and a ranking of bids. The algorithms are very much inspired by the auction
algorithm for network flow problems [3], the iBundle auction [4], and the VSA
algorithm [2]. The main difference is that there is no notion of winner or looser
(happy or not happy), but that the focus is on determining two set of prices for
a set of bids.

1.1 Definitions and basic theory

Definition 1. Each bid i consists of a bid vector bi and a valuation vi. bi =
[bi0, bi1, . . . , bik], where k is the number of commodities and bic can be either
0 (bid i does not request commodity c) or 1 (bid i does request commodity c).
The valuation vi is a positive real number which is the sum of the prices of the
commodities the bid covers.

Definition 2. p̂ = [p̂0, p̂0, . . . , p̂k] is a price, p̂c ≥ 0, such that
i ∈ I, vi − p̂ · bT

i ≤ 0. (I is the set of all submitted bids.)

The following proposition then follows naturally.

Proposition 1.
∑k

c=1 p̂c is an upper bound for the total surplus.

Proof. As it holds for all i ∈ I (also for the bids of the winning combination)
that vi − p̂ · bT

i ≤ 0 and p̂c ≥ 0, the sum of the p̂cs must be larger or equal to
the sum of the vi of the optimal combination.

Definition 3. p = [p0, p0, . . . , pk] is a price, pc ≥ 0, such that
for each commodity c, there is at most one bid such that vi −p ·bT

i > 0, bic = 1.

Then we have the following proposition.

Proposition 2. The bids i ∈ I, vi−p ·bT
i > 0 constitute a feasible combination

and
∑

i∈I,vi−p·bT
i

>0 vi hence is a lower bound for the total surplus.

Proof. If vi −p ·bT
i > 0 holds for i = j and i = l, then bids j and l are disjunct

(otherwise the definition of p would be violated—there would be more than one
bid such that vi − p · bT

i > 0, bic = 1). Hence all bids fulfilling the condition
constitute a feasible set and the proposition follows.

Definition 4. The Second Price Surplus (SePS) rank is defined as vi −p ·bT
i ,

i.e. a big difference between the valuation and the p prices for the commodities
bid for gives a high rank.



Computationally Efficient Combinatorial Auction Algorithms 3

1.2 The algorithms

In this version of the paper the algorithms are just presented briefly. The details
can be obtained from a straight forward C++ implementation of them available
from http://www.enersearch.se/ygge, under “Source”. Optional future ver-
sions of this paper will also provide further complexity theory, termination and
correctness proofs etc.

The FUB algorithm is constructed as follows. Iterate over all prices until no
price changes. At each iteration let p̂c be equal to the highest p̂c+vi−p̂·bT

i , bic =
1. Hence, if the algorithm terminates, p̂ has been found.

The SeLB algorithm is identical to the FUB algorithm except for that at
each iteration let pc be the second highest pc + vi − p · bT

i , bic = 1. Is it easy to
see that this algorithm generates p.

2 Empirical results

Initial empirical tests have been performed with the above algorithms using three
basic bid distributions and four different instance sizes. For each distribution and
size, ten different instances have been tested, and the average and worst results
are presented in this paper. For the sake of reproducability, all test data is
available on-line. (The location is the same as for the source code above.) The
complete log of the tests, i.e. not only average and worst case is also available
at the same location.

For all distributions the instance sizes are xs: 30 bids and 5 comodities, s:
300 bids and 10 commodities, m: 3000 bids and 20 commodities, and l: 30000
bids and 30 commodities.

The properties measured are (as denoted in the tables): (O − LB)/O—the
optimal surplus minus the lower bound surplus divided by the optimal surplus,
(UB−O)/O—the upper bound surplus minus the optimal surplus divided by the
optimal surplus, A¬O—the number of bids which are in the approximate combi-
nation, but not in the optimal combination, %A¬O—same as the aforementioned
property, but divided by the number of elements in the approximate solution,
bad SePS—the number of bids not in the optimal combination preceding some
bid in the optimal combination in the SePS rank, % bad SePS—same as the
above, but divided by the total number of bids, and, finally. t—the computation
time in milliseconds of the FUB and SeLB algorithms together, benchmarked
on a standard 450MHz PC with 256MB of RAM. Making bad SePS somewhat
more clear: assume that there are ten bids in the current test set, that the
SePS ranking is {8, 7, 1, 9, 2, 5, 6, 3, 4, 10}, and that the optimal combination is
{8, 1, 5}. Then bad SePS is equal to 3, the bids 7, 9, and 2 have higher rank than
some bid in the optimal combination (bid 5). In the computation time, the time
required for reading the bids from disc and putting them in an unsorted vector is
not included. The implementation is merely as first prototype and performance
may potentially be increased.
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2.1 Highly disjunct bids

In the first bid distribution each bid is requesting a commodity with probabil-
ity 5%, i.e. Pr(bic = 1) = 0.05. Thus this represents a bid distribution where
relatively few bids concerns the same commodity; the bids are highly disjunct.
The valuation vi is an integer between 1 and 1000 chosen from a rectangular
distribution. The results of the algorithm are shown in Table 1.

Size/type (O − LB)/O (UB − O)/O A¬O %A¬O bad SePS % bad SePS t

xs/avg 0 0 0 0 0 0 -1

xs/worst 0 0 0 0 0 0 -1

s/avg 2.01 0 0 0 0.6 0.2 -1

s/worst 20.1 0 0 0 6 2 -1

m/avg 4.00 0 0 0 2.6 0.086 -1

m/worst 15.0 0 0 0 7 0.23 -1

l/avg 22.02 - - - - - 81.8

l/worst 30.02 - - - - - 91

Table 1. The properties of the algorithms for different sets of highly disjunct bids.
Particularly notable is that for the smallest instances (the xs sets) the optimal alloca-
tion was always obtained. For all instance sizes up to m, the upper bound was always
equal to the optimal surplus, no bid occurring in the approximate combination did not
appear in the optimal combination, and less than 0.23 of the search space needed to be
visited in order to obtain the optimal solution. The computation time was never above
91ms for any instance.

2.2 Highly conjunct bids

In the second bid distribution each bid is requesting a commodity with proba-
bility 45%. Thus this represents a bid distribution where relatively many bids
concerns the same commodity; the bids are highly conjunct. The valuation vi

is an integer between 1 and 1000 chosen from a rectangular distribution. The
results of the algorithm are shown in Table 2.

1 The computation time was measured using PC ticks. For this particular test instance
the time was so small that it could not be estimated with any reasonable accuracy.

2 The naive algorithm I am using for optimal winner determination can not compute
the optimal allocation in reasonable time for this problem instance. Therefore, the
measures of the distance to the optimal solution have been replaced by one measure,
which is the upper bound minus the lower bound divided by the lower bound. As
the optimal combination was not never determined, the number of bids in the ap-
proximate combination not in the optimal combination etc. could not be computed.
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Size/type (O − LB)/O (UB − O)/O A¬O %A¬O bad SePS % bad SePS t

xs/avg 12.8 3.89 0.2 6.67 1.30 4.33 -1

xs/worst 33.0 22.4 1 33.3 4 13.3 -1

s/avg 1.02 0 0 0 0.2 0.067 -1

s/worst 10.2 0 0 0 2 0.67 -1

m/avg 5.50 0 0 0 5.8 0.19 -1

m/worst 10.1 0 0 0 16 0.53 -1

l/avg 32.9 137 1.8 62.0 409 1.36 796

l/worst 53.2 198 3 100 1296 4.32 950

Table 2. The properties of the algorithms for different sets of highly conjunct bids.
The results for this distribution are less favorable than the ones above. The distances
of the bounds from the optimal solutions are larger, and the computation times are
higher. Still the results are encouraging in comparison with current alternatives.

2.3 Sandholm’s random distribution

The last distribution tested is the random distribution of Sandholm [1]. The
number of commodities bid for is picked at random between one and the num-
ber of commodities in the market from a rectangular distribution, and the actual
commodities bid for is picked at random from a rectangular distribution. The
valuation vi is an integer between 1 and 1000 chosen from a rectangular distri-
bution. The results of the algorithm are shown in Table 3.

Size/type (O − LB)/O (UB − O)/O A¬O %A¬O bad SePS % bad SePS t

xs/avg 8.95 3.56 0.4 16.7 1.4 4.67 -1

xs/worst 51.4 20.13 2 66.7 4 13.33 -1

s/avg 7.46 0.62 0.2 2.68 2.3 0.767 -1

s/worst 27.3 7.14 1 14.3 6 2 -1

m/avg 0.42 0 0 0 1.1 0.037 -1

m/worst 4.24 0 0 0 11 0.37 -1

l/avg 2.702 - - - - - 352

l/worst 10.22 - - - - - 364

Table 3. The properties of the algorithms for different sets generated from Sandholm’s
random distribution. The outcome of this test is similar to the one with highly conjunct
bids, but with shorter computation times.

3 Practical applicability

In this paper the SeLB algorithm was introduced. The empirical results suggest
that this algorithm is very fast compared to current approaches, while generating
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high quality solutions. Hence, SeLB is an alternative to current approximate
algorithms. But—more importantly—it can be used in combination with them.
For example, Sandholm’s algorithm [1] and the CASS algorithm [2] can utilize
SeLB in two major ways: It can be used to

1. rapidly come up with a first approximate solution, and
2. structure the search space such that bids that have a high probability to
appear in a high quality solution are visited early in the search.

Disseminating the second alternative it bit further: with Sandholm’s algo-
rithm, bids with high SePS rank should be close to the root of the search tree
(have a low index), and with the CASS algorithm bids should be ordered in the
“bins” in decreasing rank. Judging from the above empirical studies, this will
have very dramatic effects on the performance of the algorithms. As seen from
the above tables, only a minimal part of the search space needs to be examined
before the optimal solution is obtained. Furthermore, as both Sandholm’s algo-
rithm as well as the CASS algorithm have mechanisms for avoiding the selection
of conjunct bids, the number of unnecessarily visit bids before obtaining the
optimal solution will often be very small. This has two potential major effects:

1. The anytime performance is improved, i.e. high quality solutions are found
early.

2. The time required for finding a (guaranteed) optimal solution is decreased.
Clearly, finding the optimal solution early is of limited importance if a major
part of the search space needs to be examined, before guarantees of its opti-
mality can be established. However, as the current algorithms utilize pruning
in which the possible surplus of currently not yet examined bids is compared
to the best surplus found so far, the bids that needs to be examined before
optimality can be guaranteed can be expected to be reduced significantly.

The second algorithm introduced, the FUB algorithm, is also of potential
high practical importance. First, in several of the instances tested, the lower
bound was equal to the upper bound and hence the optimal solution was directly
obtained. Second, farther more commonly, the upper bound was often equal to
the optimal solution (even when the optimal solution was not directly found).
Hence, it is often the case that as soon the optimal combination has been found,
the search can be terminated directly.

To summarize, the SeLB algorithm is a new efficient approximate algorithm
and—taken together—the SeLB and FUB algorithms may dramatically increase
the computational efficiency of current algorithm for many types of bid distri-
butions. An important note is however that little or no data on bid distributions
from real auctions is available, and therefore there is big uncertainty in the
practical evaluation of all current algorithms.

Investigating if (any-time) algorithms for optimal winner determination can
be successfully constructed from repeated utilization (on different subsets of the
bids) of the introduced algorithms is part of current work.
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