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Abstract
Even though distributed computing and two-way communication with the cus-

tomer is becoming a reality for many energy distribution companies, there still is a
need to develop methodologies for more efficient energy management. In this paper
we discuss current approaches to demand management, and then present ideas from
other areas applied to energy management. We introduce concepts such as computa-
tional markets and software agents in this context. In addition, methods entirely based
on distributed problem solving to address the computationally hard problems of re-
source allocation with vast number of clients are described. We also discuss how these
methods can be used to perform cost/benefit analysis of demand management.

1 Demand Management

By demand management we refer to the well known concept of disconnecting customer

loads when there is a shortage of power in the utility system. Demand management is

normally classified into two categories [4][12][18]: direct and indirect.

Direct demand management implies that the producer, or distributor, of energy

determines what loads to be connected or disconnected at specific occasions. Indirect

demand management is the case where the producer, or distributor, sends some control

signal to the customer, such as price information, and relies on his ability to adjust to

the price. The topics discussed in this paper are relevant both for the direct and indirect

case.

When direct demand management is used, the producer/distributor has some

kind of contract with the customer. This contract can be specified in terms of parame-

ters directly related to the control, such as how long the load might be disconnected, or

in a more fuzzy way, like “the temperature of the hot water should be in the interval of

50-55 degrees centigrade”.

2 Difficulties with Global Algorithms

Some problems are too complex or large to be solved using an algorithmic approach.

An example:

The price of a BigMac in a McDonald’s restaurant is often treated as an indica-

tor of different conditions in a country. How this price is determined is an interesting

question. How would it be determined if there was no local market setting the price?

To determine it at a global level, you would have to include every parameter that ef-

fected the price, e.g. what is the price of the plastic in the pencil of the designer who

designed the wheels of the truck that transported the hammer needed to build the res-

taurant? Evaluating these billions and billions of parameters is clearly not feasible, and

instead we rely on the market mechanisms.
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This problem is very similar to the problem of demand management. Say that

we have two-way communication to one million households. Assume that we have

one warm-water heater in each of these households. How do we then determine which,

if any, of those heaters to switch off in a particular situation? To determine the total

amount of available power at a global level is not too hard, it is merely to sum all the

power used by disconnectable heaters, but to determine which loads to disconnect is

much harder. In order not to break any contracts and to get a more or less optimal solu-

tion, we would have to reason in the following terms: “we could disconnect Johnson’s

heater now as he is usually not at home on Wednesday evenings”. Another hard ques-

tion is: How much are the different contracts worth for the energy utility? With the

same argument as above, it is not feasible to control the system, or determine the price

of the contracts, in a centralised way.

3 The Development Towards Software Agents

3.1 Control Schemes

Most of today’s control schemes fall into two classes: independent controllers and cen-

tralised controllers. Independent controllers focus on the local control and are ignorant

of the state of other controllers. Centralised controllers, on the other hand, are supposed

to have access to all relevant information and will transmit their conclusions to the local

parts of the system.

The obvious shortcoming of the independent controllers is, of course, their

lack of global information, i.e. they are designed to optimize the local situation, re-

gardless of the consequences to the system as a whole. Centralised controllers, on the

other hand, will have difficulties when the system grows, both in terms of the amount

of relevant factors, but is also as a result of message delays within the system. The

message delay is due to the time it takes to transfer information to and from the central

controller, and the additional central computing time. Thus, there will be a risk that the

directives from the central controller are more or less out of date when the information

finally arrives. In addition, it might be very difficult to comprehend and manage a

complex centralised system, especially when changes occur.

An agent-based control scheme could be regarded as a set of local controllers

designed to solve a problem in a cooperative fashion. Each agent has an individual, lo-

cal view of the problem, but will have to interact with other agents in order to find a

solution that also conforms to the global constraints. In general, a totally informed

centralised control algorithm is superior to cooperating agents in terms of perform-

ance, presumed it is possible to realise and manage. The use of cooperating agents is

primarily required as system growths creates problems in terms of intractable informa-

tion structures, message delays and dynamic changes in the system topology.
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3.2 Object-Oriented Programming (OOP)

Object-Oriented Programming (OOP) is a general framework for developing large and

complex software systems. The central ideas for object-oriented programming emerged

in the late 1960s with the introduction of SIMULA [2]. The ideas were further devel-

oped with the Smalltalk series of languages. It is now customary for the industry and

commerce to adopt object-oriented solutions to their problems using programming

tools and environments based on object-oriented languages such as C++ [19] and

CLOS [10].

OOP proposes to view a computational system as made up of individual ob-

jects that are able to communicate with each other. Each object is represented by a

number of operations and a state which preserves the effect of these operations. The

behaviour and information is encapsulated in the object. The only way to affect the

object is to perform operations on it by sending messages to it.

An object-oriented model consists of a number of interrelated objects com-

posed in a structure, mapping the real problem structure. As a result object-oriented

models are generally easy to understand. Additionally, modifications are often local

since changes often evolve from some individual object.

3.3 Concurrent Object-Oriented Programming (COOP)

Concurrent Object-Oriented Programming (COOP) is a programming and design meth-

odology in which the system to be constructed is modelled as a collection of concur-

rently executable objects that interact with each other by sending messages [21]. COOP

introduces the notion of parallelism, but also all the difficulties connected with interact-

ing parallel activities. In computer science, traditional research areas, such as operating

systems and distributed databases, have developed useful techniques for controlling

concurrency. However, these techniques are suitable mainly for homogenous systems

with predetermined kinds of interactions, and are less adequate for designing concur-

rent systems, requiring a wider variety of interactions in combination with higher de-

grees of concurrency between the components of the system.

The concept of COOP was introduced by the programming language SIMULA

as early as in the late 60’s. Apart from introducing facilities for object creation and ob-

ject handling SIMULA also supported quasi-concurrent programming.

3.4 Agent-Oriented Programming (AOP)

The ideas from object-oriented programming and concurrent programming have incit-

ed a computational framework called Agent-Oriented Programming (AOP). AOP re-

gards the communicating objects as agents with internal states describing beliefs,

capabilities and decisions according to a precisely defined syntax. A computation con-

sists of these agents, informing, requesting, offering, accepting, rejecting, competing

and assisting each other [16].
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Co-operating agents are supposed to share a common ontology. An ontology is,

in this context, a structured definition of the terms, and relationships between terms,

within the domain. Or, shorter: an ontology is an agent’s conceptualisation of its envi-

ronment.

3.5 Software Agents

The concept of agent has evolved along different lines, resulting in a number of propos-

als concerning agent specification, agent architectures, agent programming languages

and agent communication languages. In general, there is an agreement that a software

agent is conceptualised as a software process with the following properties [20]:

• autonomity: agents operates without intervention of humans and others

and have some kind of control over their internal states;

• social ability: agents interact with other agents (and possibly humans) via

some kind of agent communication language;

• reactivity: agents perceive their environment and respond in a timely fash-

ion to changes that occur in it;

• pro-activeness: agents do not simply act in response to their environment,

they are also able to exhibit goal-directed behaviour by taking the initia-

tive.

It should be noted that in some research fields, such as Artificial Intelligence (AI), the

term ‘agent’ may have stronger and more specific meanings than those listed above.

When we use the term agent or software agent in this paper we refer to a soft-

ware entity involved in agent-based control as described above. Thus, from a software

engineering point of view, an agent is normally a concurrent object designed with a

certain level of autonomy, social ability, reactivity and pro-activeness. We refer to a

collection of interacting agents of this kind as a Multi-Agent System (MAS).

4 Software Agents and Resource Allocation

Traditional methods for allocating resources on a competitive basis usually employ

some kind of scheduling technique using either queue or priority based schemes. How-

ever, in evolving distributed systems traditional scheduling methods do not stand up to

more flexible and responsive allocation demands. This problem has spurred a new ap-

proach to resource allocation with decentralised control based on agents competing for

resources with a methodology and terminology inspired by, e.g. market-economy.
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4.1 The Auction Model

The auction model is abstracted as a process in which agents bid for available resources

[5]. The price an agent is willing to pay for a resource is determined by an algorithm,

taking into account the availability of the resource, current requirements, time dead-

lines and the amount of funds the agent may spend. The funds used for bidding and sub-

sequent payment may or may not represent real money, depending on the application.

Depending on the presumptions bids can be open or sealed. In the case of open bids the

auction may comprise several rounds.

An example of an implementation based on the auction model can be found in

[8]. This paper presents a multi-agent system implementing a working solution to the

problem of thermal resource distribution in a building environment. The agents repre-

sent individual temperature controllers bidding to buy or sell cool or warm air via a

double-blind computerised auction moderated by a central computer auctioneer. The

system runs on a regular basis as part of a building management system.

4.2 The Negotiation Model

Other models are based on negotiation among the agents. The ideas of this approach is

inspired by game theoretic concepts such as equilibrium points, pareto optimal solu-

tions and individual rationality. Rosenschein and Zlotkin [15] have suggested a theoret-

ical foundation for the negotiation problem. According to their nomenclature,

‘negotiation’ denotes the process of several agents searching for an agreement. Agents

may have common goals, or they may be opponents having different or even conflicting

goals. The search process may involve exchange of information, the relaxation of initial

goals, mutual concessions, lies or threats. The objective is to find negotiation models

that are accepted by the designers of the negotiating agent systems, resulting in efficient

and stable co-operation where no agent should have an incentive to deviate from agreed

upon strategies.

5 Designing a Multi-Agent System

5.1 General Strategies

Designing a system with no global control normally include the following steps:

1. Defining the overall goal of the application

2. Defining proper agent rewarding and interaction mechanisms to fulfil the

overall goal.

The second point here is, as we shall see in the rest of this chapter, much more subtle

than one might at first expect.
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5.2 The Significance of Agent Rewarding and Interaction Mecha-
nisms

The way the agents are allowed to communicate, and the reward system used, might

drastically change the motivation for the agents which in term can drastically change

the system behaviour. We will clarify the ideas by giving two examples.

5.2.1 Best-Win-Get-Second-Price Algorithm

Imagine that we have a number of telephone operators that offers a telephone line from

Europe to USA. In our telephone we have a small computer that chooses a telephone

line whenever we pick up the phone and dials the country code for USA. The most ob-

vious way to arrange the negotiation mechanism is to let the computer in our telephone

receive bids from the three telephone companies and then choose the cheapest line and

pay the operator in accordance to his bid. This is an auction with sealed bids, i.e. the op-

erators will not be allowed to see each others bids. Now, say that we have three tele-

phone companies Telia, Tele2, and AT&T, and assume that Telia offers a line for 5

SEK/min, Tele2 for 4.95 SEK/min and AT&T for 4.90 SEK/min. In this case AT&T

gets the contract and will be paid 4.90.

Let us now consider what might be bothering AT&T’s mind at this point. They

witness that they get the contracts and therefore they know that they are cheapest.

What if they raised their price to 6, would they still get the call? Apparently not, but

they do not know that in advance so they might want to try it. After trying a lot of al-

ternatives they might find that 4.94 is the best bid for them.

What if we instead changed the market mechanism so that the cheapest opera-

tor would get the contract but be paid the second lowest price? This is known as the

best-win-get-second-price algorithm or Vickrey’s Mechanism [1]. In this situation

AT&T could not benefit by raising the price. The motivation for raising the price is

gone and the best the company can do is to make a bid as close to its actual cost as pos-

sible.1 See Rosenschein and Zlotkin [15] for further details.

5.2.2 You-Share-I-Choose Algorithm

The you-share-I-choose algorithm is probably known by every child. It is a fair protocol

for sharing something between two people (or agents more generally). In short, the idea

is the following: One of the agents divide the resource into two halves and the other

picks his half, i.e. there is no incentive for the dividing agent to cheat.

5.2.3 Discussion

From the examples we have seen that it is possible to construct protocols and mecha-

nisms that totally changes the motivation for the involved agents, and thus the behav-

1. This does not necessarily decrease the complexity of the strategic reasoning of the agent. The price is
probably depending on the amount of calls the company gets which is depending on the bids of the other
companies. The point is merely that it changes the way the agent reason.
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iour of the entire system. It would be very nice if we could find a general protocol for

sharing the resource of energy between all the loads, represented by agents, in our en-

ergy distribution system. The protocol should motivate every agent to act in benefit of

the system as a whole. The two examples we have seen are only the first small steps in

this direction, and the research in this area is still in its infancy.

5.3 Potential Problems

In this section we list some of the problems that might occur in systems with no or lim-

ited global control and/or knowledge. As we shall see later on, if we e.g. introduced so-

phisticated customer devices that allowed the customers to program their energy use,

we could have a system with limited global control.

5.3.1 Chaotic or Oscillating Behaviour

What are the reasons for a stock market crash or for a tremendous number of wasps a

specific summer? Both phenomenons appear in systems without any (or little) global

control. How can we make sure that our energy system does not show chaotic behaviour

when introducing isolated control systems like district heat subcentral controllers and

substation controllers? This problem has, to our best knowledge, not been addressed by

any published papers on DA/DSM conferences. One simple example would be: Say

that we use indirect demand management and that there is a new price for power every

ten minutes. Then suppose that we have a large number of customer devices that are

programmed to buy power if the price goes below 20 amounts of money per amount of

energy. Assume now that in a particular moment the price falls below 20. Then a lot of

customer devices will buy power for their customers. If the sum of that power is large

then the price will be considerably higher the next time. Then very few devices will buy

power that time. As a result the price will very likely fall again, and it will continue to

oscillate like this forever. In this simple example it was easy for us as humans to see the

cause of the problem, but the interaction between the different strategies might be much

more complex, and potential oscillations or chaotic behaviour can be extremely hard to

detect.

Chaotic and oscillating behaviour is well known from control theory. The ma-

jor difference between traditional control theory and multi-agent systems is, as men-

tioned in section 3.1, that in traditional control theory the controllers are isolated,

while in a multi-agent system the system consists of a (possibly large) number of inter-

acting controllers. This makes adaptation in multi-agent systems much harder than sin-

gle controller adaptation. Since the environment of an adapting agent consists of other

adapting agents, the environment might change continuously. Adapting to this envi-

ronment causes the environment to change for some other agent and so on.
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5.3.2 Suboptimal Solutions

Another important issue concerns suboptimal solutions to a problem. A suboptimal so-

lution is a solution which seems to be the best one for all the involved agents, even

though the solution is not really the best possible. One example: George is having his fi-

ance’s parents for dinner tonight. Stan is going to play poker with his friends. George

and Stan buy their energy utility, which can deliver 20 amounts of power. The time is

now 5.55 p.m. and Gergoe’s parents in law will arrive at 8 p.m. Stan leaves for a poker

game at 6.05. p.m. George requires 20 amounts of power to his oven for two hours. As

this is extremely important for him, he is willing to pay 100 amounts of money per

amount of energy. Stan wants a cup of coffee before he leaves and needs 20 amounts of

energy for five minutes for his coffee machine. He is only willing to pay 5 amounts of

money per amount of energy; if he does not get any coffee at home he can take it at the

poker club. So what happens now? If George and Stan does not know about each others

business George is very likely to buy all the available power between 5.55 p.m. and

7.55 p.m. and Stan will leave for the poker game without any coffee. This is truly a bad

use of the available power. Stan could have got the first five minutes and George could

then have the next two hours.

In this simple example the optimum solution is obvious, and merely some sim-

ple communication between the agents or some global scheduling mechanism could

have found that solution, but in a very large system, finding the optimal solution is

much harder.

5.4 Proposed Solutions

5.4.1 Controlling Chaotic or Oscillating Behaviour

The problem of chaotic or oscillating behaviour tend to be worse if the agents are ho-

mogenous, i.e. they are all reasoning in a similar way [7]. This is not too surprising. In

our simple example above it was clear that the reason for the oscillation in power price

was caused by the homogeneity of the involved software agents. One similar example

is when the stock market in New York fell 25% in one day in October 1987 because too

many people used similar stock market analysis software [11].

The approach taken by Hogg and Huberman in [7] is based on the idea that the

agents are allowed to change strategy during run-time. By doing this they hope that the

system will come to a stable equilibrium, even when the information is delayed or im-

perfect. Through simulations they conclude that the system actually does relax into an

equilibrium.

The Youssefmir-Huberman results [22] are to some extent an objection to the

Hogg-Huberman results described above. They show that even though the system does

relax into equilibrium, bursts of chaotic behaviour will occasionally appear. The re-

sults have been obtained by simulation.
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5.4.2 Discussion

Even though the Hogg-Huberman and the Youssefmir-Huberman results reduce the

probabilities of chaos in the system, they still can not prevent the system from tempo-

rary instability. In some systems this is acceptable and in others it is not. In energy dis-

tribution it is probably acceptable that the price of energy can fluctuate for shorter

periods, but critical parts of a nuclear plant can absolutely not be controlled by a method

that can not guarantee stability all the time.

5.4.3 Eliminating Suboptimal Solutions

Simulated annealing is a well known method for avoiding suboptimal solutions. The

basic idea is to, when searching for a goal, occasionally take a step in a direction which

does not seem to be closer to the presumed goal, e.g. take a step in a random direction.

The probability for taking such a step away from the goal is large in the beginning of the

search and is gradually decreased.

It is maybe not obvious that this idea leads to a minimized risk for suboptimal

solutions. An example might clarify the idea. Consider the situation shown in Figure

1. The goal is to get the ball in the figure into the lowest possible point. The ball will

search for the lowest point through gravity. It is possible that the ball will stop in the

highest of the two valleys, i.e. at S instead of G. We want to avoid that through simu-

lated annealing. Then we need to force the ball to move in a somewhat random way

with a high probability in the beginning of the search which gradually decreases at the

end of the search. This corresponds to shaking the site roughly at first, and then gradu-

ally more gently. In the start the ball will bump around the entire space, then at a cer-

tain level of intensity, the ball is likely to leave the S valley, but does not have enough

energy to leave the G valley. Thus the risk of getting caught in S is less likely. For a

more detailed description of simulated annealing see e.g. Rich and Knight [14].

However, using simulated annealing in large multi-agent systems could be

very complex if at all feasible. Future research will have to explore this interesting

topic.

Figure 1 A search problem

S

G
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6 Implementing Demand Management

As two-way communication is a reality for many energy utilities, a number of different

approaches to demand management have been implemented. We will discuss some of

them in terms of their advantages and shortcomings.

6.1 Direct Demand Management

A very simple algorithm, which have been used in some field tests at various energy

utilities, is to install a number of remote controllable load disconnectors, and switch

them off during peak-hours. This algorithm is simple and robust, but far from optimal.

Another approach is to form subgroups, providing that appropriate groups of

load can be disconnected due to the level of power shortage [13]. This is a bit more

flexible than the above approach and might provide a use of loads which is a little clos-

er to the optimal solution. But still, it is far from optimal. Compared with the above

approach it e.g. requires a somewhat more complex installation and configuration

scheme.

6.2 Indirect Methods

As stated above we defined indirect demand management to denote the case where the

customers preferences were used to control the energy usage.

6.2.1 Trusting the Customer to Manually Adapt to the Price

Some projects have trusted the customer to manually adapt to the price [3], and the re-

sult often was that the customer did not bother to change its energy consumption in any

significant way. It was simply considered not worth the effort for the customer to adapt

to a price variation of a few cents (or whatever currency the customer uses). This is

maybe not surprising. Who would run around his house an adjust his thermostats a few

degrees up or down due to small fluctuations in the price?

6.2.2 The Customer Programs the Energy Usage

We could support the customer with a simple device to program the energy use as a

function of the current energy price. We could of course also define an open protocol for

buying energy electronically, enabling him to buy devices from third parties. However,

this approach is more complex than it might seem at a first glance.

An example: Say that we have relatively low priority on our swimming pool

(in case we had one!). Then it might seem natural to say something like: “whenever

the price of energy is below 23 amounts of money per amount of energy I would like

to have my pool heated”. What then if the price does not go below 23 for several days?

Would I then be willing to pay a bit more than 23 to have my pool heated? Probably. A

more reasonable rule to be used by my device would be: “Try to heat the pool during

the cheapest hours this coming day. Do not heat it at all if the price is always above
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26”. This is indeed much harder to achieve, and it requires more sophistication. The

device is now taking a more active part in the over all energy consumption while act-

ing on its own behalf, and we will refer to it (or rather the software in it) as a software

agent. It is indeed appealing to implement the system with intelligent customer devic-

es, as that would manage the power allocation in the system using Adam Smith’s “in-

visible hand” [17]. However, it is very important to beware of the risks of chaotic

behaviour and suboptimal solutions as described above.

6.3 Other Methods

We could also think of the “reversed case” where the customer is allowed to buy as

much power as he wants at a predefined price and the energy utility then buys back

power when needed, i.e. the utility pays for reduction of energy. We could also think of

direct demand management which is based on the same concepts as indirect load man-

agement. As an example the utility could form a hierarchy of software agents, where

higher level agents sell energy to agents at lower levels, from the production to the cus-

tomer. The price would then be a property within the utility company, and not necessar-

ily the actual price of the energy. In the following section we will describe how software

agents can be used to implement direct demand management.

6.4 Implementing Direct Demand Management Using Software
Agents

6.4.1 Problem Definition

In Figure 2, a small part of a typical distribution grid is shown. Let us name this specific

part the demand management area. For simplicity only three customers are shown.

Let us assume that the producer and distributor is one utility. Different customers may

have different contracts that can be rather complex. The utility either compensates

(through reduction in the energy price, or in some other way) for a contracted amount

of controllable power or will have to pay different amounts of money depending on the

utilisation of the contract.

Medium
Voltage
Line

Low
Voltage
Line

Secondary
Substation

Customer Customer Customer

Figure 2 A piece of a typical distribution grid. (The demand management area)
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The overall goal is to have higher utilisation of, and knowledge about, the dis-

tribution grid and the power plants. From the over all goal we identify five subgoals:

achieve higher utilisation of the distribution grid, achieve higher utilisation of the

power plants, estimate the benefits from the production point of view, estimate the

benefits from the distribution point of view and pay a minimum amount of money to

the customer for the above subgoals.

These subgoals have to be reformulated somehow, e.g. the goal to pay a mini-

mum to the customer can not directly be achieved. Rather the system can identify the

value of the contract, which would make it possible for salesmen to see which con-

tracts are worth a lot of money, and which are not. This knowledge can save money the

next time there is a negotiation about the contracts; the salesman knows the value of

the contract, but the customer does not. To determine the benefits from the production

and distribution point of view, the gains of the demand management have to be corre-

lated to the costs of the contracts with the customers.

6.4.2  Introducing Agents and an Agent Marketplace

In order to manage these subgoals the following agents with their respective

subgoals seems reasonable:

• Producer Management Agent (PMA). This agent's goal is to control the
loads of the customers at the lowest possible cost at times when there are
limitations in the production;

• Distributor Management Agent (DMA). This agent has the same goal as
the PMA above, but he wants to control customer loads when there are
limitations in the distribution grid above the level of the bottleneck B, or
if he wants to reroute energy;

• Bottleneck Management Agent (BMA). The goal for this agent is to
make sure that the bottleneck is not destroyed and to save it by control-
ling customer loads in a way as cheap as possible. In critical situations it
is even worth to break the contracts to save the equipment;

• Customer Load Management Agent (CLMA). One CLMA is assigned to
every customer holding a load management contract. The task of this
agent is to make the best possible use of the contract, i.e. to use the load
resources when needed most by the distributor and the producer.

By introducing an agent marketplace, where power is bought by the PMA, DMA and

BMA and sold by the CLMAs1, we have defined a method for evaluating to what extent

the agents achieve their goals, and how they should interact. The goals for the PMA,

DMA and BMA are to use as little money as possible for buying power and the goals

for the CLMAs are to sell as much power as they have contracted at the highest possible

price. The principles of an agent marketplace are inspired by the principles introduced

by Huberman and Clearwater [8].

1. Thus, the reduction of the customers consumption is referred to as buying back power.
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Common for all agents is that there is a penalty for communication, how high

depends on the costs for the communication. The penalty is introduced to avoid the

agents to have too long negotiations about prices when communication is expensive.

We do not allow CLMAs to do business with each other in this example.

The identified agents and their relations are shown in Figure 3. The relations

are only logical and do not reflect the actual ways of communication between the

agents.

6.4.3 Evaluation of the Proposed Implementation

An agent-based implementation of this kind provides a number of important features:

• The system adapts to short and long term changes, as this is only a
change in the supply/demand relation,

• The adding and deleting of customers is simplified. Also this is nothing
but a change in the supply/demand relation. No algorithms or central
knowledge bases have to be changed.

• It is robust in the sense that it will function properly even when parts of
e.g. the communication system is not functioning.

• The value of the different customer contracts can be estimated through
observing the amount of (virtual) money the different agents of those
contracts have collected. Thus cost/benefit analysis of the demand man-
agement for every single contract is feasible. It is also possible to judge
were the demand management is most important, in distribution or in
production. It is merely to compare the money spent by the producer vs.
the distributor agents.

As pointed out previously, the crucial part is to choose the proper interaction and re-

warding mechanisms. Another important issue to consider is how agents should be al-

lowed to change their strategies. Research in this area was discussed above.

PMA

DMA

LCA
CLMA

BMA

PMA = Producer Management Agent
DMA = Distributor Management Agent
BMA = Bottleneck Management Agent
CLMA = Customer Load Management agent

Figure 3 The agents and their logical relations

CLMA CLMA
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7 Conclusions

We conclude that the application of agent-based control has many interesting prospects

for the future development of demand management. This is espacially true when a so-

lution at the global level is computationally intractable or not feasible due to commu-

nication needs etc. However, there are a number of potential problems with

decentralized control, such as chaotic behaviour and suboptimal solutions. Approaches

of how to solve these problems have been suggested in the paper, but much more re-

search in these areas is needed before the ideas can be realised.
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